Tensegrity Robot Locomotion under Limited Sensory Inputs via Deep
Reinforcement Learning
Jianlan Luo1 Riley Edmunds2 Franklin Rice2 Alice M. Agogino1

Abstract— Tensegrity robots are composed of rigid rods
connected by elastic cables, and their unique light-weight yet
compliant structure makes them an appealing choice for space
exploration. However, locomotion control for these robotic systems remains difficult due to their nonlinear dynamics and highdimensional state space. We demonstrate that in the domain
of tensegrity robotics, it is possible to efficiently learn endto-end locomotion policies using mirror descent guided policy
search (MDGPS) even with limited sensory inputs. We compare
learned neural network policies with other locomotion control
policies in various testing environments; and results show that
neural network policies consistently outperform others. We also
shed light to the policy learning process by analyzing different
choices of observation inputs to the robot. Moreover these
findings motivate exploration of deep reinforcement learning
algorithms in the domain of tensegrity robotics. We show
preliminary results with one such locomotion example on
discontinuous rough terrains.

I. INTRODUCTION
Tensegrity or tension-integrity is an innovative robotic
structure characterized by a network of cables connecting
isolated rods [1], [2], [3]. Robots built upon this unique
structure are light-weight, low-cost, and capable of withstanding significant impacts by deforming and distributing
force across the entire structure [4], [6], [9], [10]. Figure
1 shows the locomotion simulation in this work. Figure
2 shows two actual tensegrity robots and hardware testing
built as a joint effort between U.S. National Aeronautics
and Space Administration (NASA) and the BEST (Berkeley
Emergent Space Tensegrities) Lab at UC Berkeley [26]. As
seen in the figure although no rod members touch each other,
a tensegrity structure maintains its equilibrium geometry
by delicately balancing cable tension and rod compression
forces [1]. NASA is researching tensegrity robots for space
exploration missions [9], [11], as their unique structure
promises significant advantages in locomotion over unpredictable terrains. The tensegrity robot used in this work is
the TT-4, a 24-cable, 6-bar, 24-motor spherical tensegrity
robot shown in Figure 2.
While agile mobility is desirable in space exploration
tasks, locomotion control for soft robotic systems remains
a challenging problem due to highly nonlinear, coupled
dynamics caused by frequent interaction between connecting
members. We generally have three methods to tackle this
problem: hand-engineered/hard-coded open-loop controllers
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Fig. 1. Top: Tensegrity robot running MDGPS in the NTRT simulation
environment (flat terrain) with limited sensory input; Middle: Tensegrity
robot running PIGPS in the NTRT simulation environment (rough terrain);
Bottom: Hardware tests, transferring the MDGPS policy to the TT-4 Tensegrity Robot.

such as lookup tables; optimal control methods such as
linear quadratic regulator (LQR) or model predictive control (MPC); and model-free or model-based reinforcement
learning methods.
Hard-coded controllers are typically time-consuming and
counter-intuitive. These controllers generally achieve tensegrity locomotion either through crawling or step-by-step
punctuated rolling. These approaches boil down to hardcoded look-up tables and tend to follow a common order
of commands: 1) contract one cable on the bottom triangle
until the robot tips onto the next face, 2) reset the robot by
returning all cables to rest length, 3) repeat. A lookup table
can then be created from the set of actuations that resulted in
successful rolls. The major problem with this approach is that
it can be tediously slow and the control can be suboptimal
on terrains without hard-coded control policies.
Achieving effective locomotion through traditional optimal control approaches is also difficult due to the highly
nonlinear nature of tensegrity tension networks. These optimal control methods typically derive state-space models
by linearizing the Lagrangian dynamics of the system, often implemented as second-order Taylor series expansions
around a set of operating points, that are only accurate
in a small region. Additionally, error accumulation as the
optimization horizon increases often makes it difficult to
get an accurate global dynamics model, and quickly makes
applying traditional optimal control techniques to tensegrity

locomotion intractable.
On a similar note, standard model-free reinforcement
learning method such as Q-learning and genetic algorithms
often encounter the curse of dimensionality as the search
space in question grows to be extremely large. Such algorithms often require millions of iterations before converging
to a reasonable policy. While these algorithms may capture
the expressiveness missing in hand-engineered and optimal
control methods, past work in model-free reinforcement
learning on tensegrity systems has proven prohibitively inefficient.
By comparison, a recently developed model-based reinforcement learning algorithm called “guided policy search”
(GPS) gives new insights into solving this paradoxical
complexity-efficiency trade-off problem [18], [19]. GPS is
more sample-efficient than previous model-free reinforcement learning methods because it seeks to find solutions
bridging optimal control and deep reinforcement learning,
and in contrast to existing policy search algorithms learns
local models in the form of linear Gaussian controllers.
When provided with rollout data from these linear local
models, a global, nonlinear policy can then be learned using
an arbitrary parametrization scheme. The method alternates
between (local) trajectory optimization and (global) policy
search in an iterative fashion [17]. We choose a particular
variant of GPS called mirror descent guided policy search
(MDGPS) because it is sample-efficient and its use of
on-policy sampling makes it a good fit for this periodic
locomotion gait task.
In this paper, we demonstrate a method that autonomously
learns locomotion policies for our TT-4 tensegrity robot both
in simulation (and preliminarily in hardware), even in low
dimensional observation spaces. We compare the learned
neural network policy to several baselines, including handengineered and LQR controllers, with the goal of maximizing
distance traveled in a given period of time. Results from
these comparisons show that the learned policy outperforms
those baselines by a large margin. Upon experimentally
examining what the MDGPS policy has learned in these
tests, we saw that the learned neural network policy maps
directly from low-dimensional observation space to action
space rather than estimating system dynamics and generating
control laws. These results suggests that end-to-end policy
learning may be a better choice than attempting to accurately
derive complex dynamics of tensegrity locomotion. Finally,
we show that we can use model-free updates to the policy
to achieve better performance on contact-rich rough terrains
with discontinuous dynamics, further strengthening the argument for end-to-end policy learning.
The main contributions of this work are as follows. In
the domain of tensegrity robotics characterized by complex
physical dynamics:
1) We found that despite their dynamic complexity,
tensegrity robots can learn locomotion in extremely
low-dimensional observation spaces, by mapping directly from observation components to actions. We

found that neural networks are expressive enough to
construct this mapping without resorting to modeling
of tensegrity physical dynamics.
2) We evaluated our methods in this domain by showing that learned neural network policies outperform
other tensegrity locomotion control policies in limitedsensory-input environments. We demonstrate that even
in a three-dimensional observation space, a tensegrity
robot whose state space is 96-dimensional can learn
efficient locomotion when using a deep neural network
policy.
3) Finally, we motivate research into previously unexplored deep reinforcement learning algorithms, and
demonstrate preliminary results with one such model
on rough terrains characterized by highly discontinuous dynamics.

Fig. 2. The “TT-4”: a 24-cable, 24-motor tensegrity structure developed
by the Berkeley Emergent Space Tensegrities Lab. Notice that the center of
mass rests over the bottom triangle while the structure is at rest.

II. RELATED WORK
Both simulations and real robot experiments involving
tensegrity robot locomotion have been introduced [1] [2] [7]
[8] [12] [13]. Early work focused on quasi-static tensegrity
walking via calculation of forward kinematics, assuming the
tension networks of the tensegrity robot was in equilibrium
for each step[30][31]. NASA's most recent work focuses
largely on developing dynamical locomotion controllers in
its tensegrity simulation environment, the NASA Tensegrity
Robotics Toolkit (NTRT)[21]. By comparison, Skelton et al.
[5], [7], [8], [12], [13] formulated tensegrity locomotion as
a constrained optimization problem, showing that tensegrity
structures can deform along simple trajectories with the
bottom triangle fixed in place. This approach, however, is
not practical for real world applications because the bottom
triangle is fixed, and thus the robot cannot roll. Researchers at
NASA have attempted to use model-free learning techniques
such as Q-learning and genetic algorithms [3], [4], [9] for
these tasks, however, due to their trial-and-error nature,

these methods typically require millions of iterations before
reaching the final converged policy.
Additionally, recent work in deep reinforcement learning
has enabled the application of deep neural network policies
to the problems of bipedal walking[20], and 2-DOF system
control[27][28][29].
Marvin et al. [14] demonstrated continuous dynamic
locomotion for tensegrity robots, both in simulation and
hardware, by adopting a recently developed algorithm called
“guided policy search” (GPS)[15], [16], [17], [18], [19].
They were able to directly transfer their learned policy from
simulation to a real robot without feeding additional data to
compensate for the discrepancies between the simulation environment and the real world. It was unclear what happened
during the policy learning process, as this zero-shot policy
transfer is not common in the domain of robotics.
III. MIRROR DESCENT GUIDED POLICY SEARCH
Intuitively, guided policy search uses locally optimal
controllers to generate samples for training its arbitrarily
parameterized global policy. High-capacity models such as
deep neural networks are a common choice for this sort
of challenge; however rather than using standard optimal
control techniques that attempt to achieve success from any
initial state, guided policy search seeks optimal solutions
only in regions of the state trajectory where linearization
is possible. Supervised learning is then used to elicit the
underlying pattern in the local data, in order to construct a
long-horizon global policy.
Formally, we denote πθ (ut |xt ) as the final policy, parameterized by θ over actions ut , and conditioned on the state
xt . We denote the system dynamics as p(xt+1 |xt , ut ) =
N (fxt xt +fut ut +fct , Ft ), the local linear-Gaussian policies
as P (ut |xt ) = N (Kt xt + kt , Ct ), and the cost function to
be l(xt , ut ). We wish to minimize
the expected cost along
PN
the state trajectory, i.e., J(θ) = t=1 Eπθ (xt ,ut ) [l(xt , ut )].
Thus our overall optimization problem looks something like
equation below:
T
N X
X

Epi (xt ,ut ) [l(xt , ut )]

(1)

s.t. pi (ut |xt ) = πθ (ut |xt )∀xt , ut , t, i

(2)

min

θ,p1 ,··· ,pN

i=1 t=1

Instead of performing optimization on the parameter space
by directly computing the gradient of J(θ), mirror descent
guided policy search (MDGPS) alternates between local
trajectory optimization and global policy optimization. That
is to say, we improve the global policy within some trust
region in the constraint manifold in policy space, then use
supervised learning to project this improved policy back onto
the constraint manifold in parameter space. We then choose a
simple representation of our global policy by mixing several
state trajectory distributions, where convenient trajectorycentric optimization methods can be applied, such as iterative
Linear Quadratic Gaussian (iLQG). The full algorithm is
detailed in Algorithm 1, where pi represents the i-th local policy, ot is the observation at time step t. Note that

the equation includes KL-divergence divergence constraints,
which are calculated by linearizing the global policy πθ , and
serve to minimize the difference between the global and local
policies. In this implementation, we use the same method to
linearize the global policy as we used to fit the dynamics,
i.e., ask the neural network policy to take an action, record
the {xt , ut , xt+1 } tuples, and perform linear regression on
them using Gaussian Mixture Models as priors.
Algorithm 1 MDGPS
1: for iteration k ∈ {1, ..., K} do
2:
Generate samples Di = {τi,j } by running either pi or
πθi
3:
Fit linear-Gaussian dynamics pi (ut |xt ) using samples
in Di
4:
Fit linearized global policy π̄θ (ut |ot ) using samples
in Di
PT
5:
pi ← argminpi Epi (τ ) [ t=1 l(xt , ut )] such that
DKL (pi (τ )||π̄θi (τP
)) ≤ 
6:
πθ ← argminπθ t,i,j DKL (πθ (ut |xt,i,j )
||pi (ut |xt,i,j )) (via supervised learning)
7:
Adjust 
8: end for
MDGPS is suitable for periodic locomotion tasks because
it performs on-policy sampling (line 2 of Algorithm 1). Let
T π represent the horizon of the global policy (we ideally
would want T π = ∞, however, this is impossible). Since
any use of supervised learning introduces some degree of
error, there will be discrepancies between local policies
and the learned global policies. On-policy sampling directly
samples from the global policy, and periodically encounters
gait locomotion, while off-policy updates will likely lead the
global policy towards failure, as the off-policy distribution
quickly gets out of touch with the global policy’s data
distribution.
Furthermore, we need to have full access to state information only during the trajectory optimization phase,
when observations are recorded to train the neural network
policy. The fact that our neural network maps directly from
observations to actions allows the final trained policy to
operate in an environment that is only partially observable.
This convenient mechanism allows us to perform training in
simulation with fully accessible state information, and then
transfer the learned policy directly to hardware for operation
using observations recorded during training.
A flowchart outlining the generic MDGPS training scheme
can be found in Figure 3.
IV. EXPERIMENTAL DETAILS AND RESULTS
A. Simulation
In our experiments, we define the robot state space as
the set of all endpoint position for the six bars, positions of
motors and their derivatives, for a total dimension of 96. In
our software experiments, we evaluate policies on various

Fig. 4. Average distance traveled by each policy over 60 seconds. Notice
that the MDGPS policy can travel over 2.5x faster then the hard-coded
locomotion policy, and over 17x faster than that of LQR.

Fig. 3.

The MDGPS training scheme used to train the Tensegrity.

observation spaces (comprised of rod accelerations, rod vectors, and motor positions). Our hardware test’s sensory input
consists of 1-dimensional acceleration data from each of the
six rods. We set the horizon for each local policy pi to be
T pi = 50, with each time step being 0.1 seconds. We choose
six local policies starting from the six stable closed triangles
of the robot, and let each local policy collect samples by
running 15 rollouts in each iteration. Each local policy takes
approximately 15 iterations before converging, for a total of
1350 rollouts. The training takes approximately four hours on
an Intel I7-7700K machine, with an NVDIA GTX1080 GPU.
We set the cost function to be the negative velocity of the
center of mass, so as to maximize travel speed. The global
policy is represented by a deep neural network with three
hidden layers, each composed of 128 neurons, and rectified
linear unit (ReLU) activations.
Figure 4 shows a speed comparison between the learned
neural network policy, a hand-made controller, and an LQR
controller using linearized dynamics. To evaluate our learned
policies, we calculate the average distance traveled in 60
seconds by running each policy from its respective triangular
base. Our MDGPS policy was able to successfully travel over
2.5x faster than the policy determined by the hard-coded
lookup table, and over 17x faster than that of LQR.
For implementation of this algorithm, we used NASA’s
open source simulator designed for tensegrity robots, NTRT
[21], and the guided policy search framework from the
Berkeley Robot Learning Lab [19]. Figure 3 shows the
training process in our simulator.
B. Hardware
For the hardware implementation, we used the TT-4
tensegrity robot, a six-bar spherical tensegrity robot developed at the Berkeley Emergent Space Technologies (BEST)
Lab. The rod length is 1.033m, and the robot has four motors
on each of its six rods. Each motor spools a cable through
the hole in the end of its hollow rod, contracting the opposite
rod towards itself.

To evaluate our learned policy in hardware, we directly transfer the policy trained using MDGPS in a
three-dimensional observation space (composed of onedimensional acceleration readings from three of the six rods).
The tensegrity begins at rest on any of its closed triangular
bases (visible in Figure 2). We receive the six acceleration
readings from the robot’s on-board IMUs, and then the neural
network policy calculates the corresponding action. Finally,
we send the resulting actions back to the TT-4 to be executed
as motor commands. All communication protocols run at 10
Hz.
We were able to collect preliminary results in the form of
one consecutive roll at a time, demonstrating that the policy
is performing reasonably, even in hardware. Unfortunately,
we were not able to run the policy sequentially due to communication latency, motor inconsistencies, and asymmetry
in the TT-4 hardware design. However, a new generation of
more robust TT-5 tensegrity robots is under development,
and will open the door for more reliable future hardware
experiments.
V. INTERPRETING THE NEURAL NETWORK
POLICY MAPPING
MDGPS outperforms traditional tensegrity locomotion
policies in limited sensory input environments, and thus TT4 is able to learn effective locomotion even when presented
with a mere three-dimensional observation state. In these
reduced-dimensionality environments, we show that the neural network policy is not modeling the system dynamics, but
rather maps directly from observations to actions.
Further, we investigate possible salient features commonly
found in this observation state (such as gravitational and
structural information) by training the neural network policy
with a number of diverse observation states.
A. Evidence
We first verified empirically in simulation that spherical
tensegrity robots can still effectively learn a locomotion
policy given only a low-dimensional observation space (See
Figures 5 and 6). We reduced the observation space from 12dimensional acceleration data, distributed across six distinct

points (two directions of bar acceleration for each rod in a
six-bar spherical tensegrity robot) to three-dimensional acceleration, distributed from three distinct points (one measure
of acceleration along the direction of each of three of the
six rods, so that each pair of parallel bars is represented
once). In simulation we found that this 75% reduction in
the dimensionality of the input data caused only slight
detriment in the effectiveness of the learned policy (Figures
5 and 6), indicating that the higher-dimension data was
carrying redundant or noisy information. This experiment
validates the effectiveness of neural networks in the domain
of spherical tensegrity locomotion to learn effective actions
given limited sensory input.
It is notable that the tensegrity can roll effectively even
when presented with merely three-dimensional input (Figures
5 and 6). When working in a three-dimensional observation
space, compared with its 96-dimensional state space, the
tensegrity only has access to a minuscule proportion of the
total available sensory data. We claim that the tensegrity cannot learn its highly-complex physical dynamics model from
a merely three-dimensional observation input, wherein 96dimensional system state could not be estimated accurately
from 3-dimensional observations, thus making estimating
physical dynamics intractable.

Fig. 6.
Average distance traveled by each policy in 5 seconds. The
observation space is defined by either measurements of gravity, linear
acceleration, or both, in varying dimensions.
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Fig. 5.
Training cost over time for various observation spaces. More
negative cost is better (cost is proportional to negative speed).

Fortunately, besides trying to learn actions, the model
has an alternative: learn a function from the observation
space to the action space. In this manner, the policy is able
to circumvent modeling the system dynamics, and instead
process the observation data in a highly nonlinear fashion in
order to output the action which is most likely to maximize
the robots expected velocity.
In conclusion, the TT-4 is able to perform efficient locomotion in limited sensory environments, without need to (or
likely even ability to, under such limited sensory information) model the complex system dynamics. We expect that
the inherent expressiveness of the neural network allows for
expressive transformations from limited observation features
into the space of actions.

We analyze the feature set existing in the low-dimensional
observation space by training MDGPS neural network policies on that observation space, and testing their effectiveness.
We found that the most efficient manner of dissecting this
low-dimensional observation space is by inspection of the
gravity vector, as gravity measurements can be used to infer
the relative orientation of each bar. With this in mind, we
validated our hypothesis by training policies on simulated
acceleration observations with gravity vectors removed (See
Figure 6). Without this information, the resulting policy is
unable to learn effective locomotion, indicating that gravity is indeed a fundamental feature of an effective lowerdimensional observation space.
We hypothesize that the geometric information needed
by a spherical tensegrity robot to effectively plan locomotion comes from a small set of fundamental positional
information. We surmised that this information would differ
depending on whether the robot is at rest (has all three
points of a single triangle on the ground) or in motion (no
clear base triangle; between rest states) as follows: When the
structure is at rest, the controller must simply discern which
of the triangles is currently the base; When the structure is
is motion, the controller must determine the basic structural
geometry of the robot, from which it can deduce the degree
of transition between rest states.
Per the qualification in the prior paragraph, it is important
to note that while the three-dimensional gravity-vector observation space works well when the system is at rest, it is
not sufficient to know solely the direction of gravity when
the system is in motion. To account for varying degrees of
cable contraction and varying relative rod positioning, it is

Fig. 8. Illustrations of the simulation environment for rough terrains with
discontinuous dynamics. On this terrain, PIGPS outperforms MDGPS.

Fig. 7. Training costs plot for motor positions, rod vectors and combined
observation spaces. Notice that the motor position policy does not converge,
while policies with node vector information tend to converge.

useful to know the geometry of the systems rods themselves.
We hypothesize that observations which define both the
position as well as the orientation of the rods contribute to
understanding the structural geometry of the system more
successfully, and thus are more effective observations for
learning dynamic tensegrity locomotion. To validate this
hypothesis, we trained policies using observation spaces from
which we can deduce structural geometry, but not gravity, for
example vectors tracking the rods or motor encoder counts.
We further validated the necessity of structural geometry input by training policies using observation spaces that contain
no gravitational or structural-geometric information. We can
see in Figure 7, that the policy learns effective locomotion
only when presented with information from which it can
deduce structural geometry. In order to explicitly encode
structural geometry information, we define “rod vectors: a
directional vector representing the position and orientation
of each tensegrity rod. For any given rod with endpoint
positions (a,b), this is the three-dimensional difference between them: (xb − xa , yb − ya , zb − za ). Not surprisingly,
our most successful policy is that which has access to this
explicit encoding of structural geometry information: the
policy whose observation space is defined to be the rod
vectors (see Figure 7).
As we have shown that effective locomotion policies can
be learned by spherical tensegrity robots with only structural
geometry and orientation data, it can be understood that
tensegrities are especially well-suited for learning approaches
using deep reinforcement learning. While governed by complex dynamics, the robots tension network is inherently
compliant, and endowed with a natural symmetry that renders
it an ideal testbed for dynamics-free deep reinforcement
learning research.
VI. PATH INTEGRAL GUIDED POLICY SEARCH
ON UNEVEN TERRAINS
Motivated by the success of MDGPS, we decided to
explore deep reinforcement learning algorithms that have
never been applied to the tensegrity locomotion problem.
We realized that MDGPS performed poorly on rough, uneven

terrains. Figure 8 illustrates such terrains, where dynamics is
discontinuous due to the contact-rich nature. The LQR-based
methods used in MDGPS’s trajectory optimization phase
were unable to handle the terrains discontinuous dynamics.
In order to address this issue, we adopted a recently developed algorithm [32], called path integral guided policy search
(PIGPS). It modifies the trajectory optimization method
in shown in Algorithm 1, line 5, in order to encourage
more exploration of the local policy via “path integral
optimization”(PI2 ), when dynamics are highly discontinuous.
The full algorithm is detailed in Algorithm 2.
Algorithm 2 MDGPS with PI2 and Global Policy Sampling
1: for iteration k ∈ {1, ..., K} do
2:
Generate samples D = {τi } by running noisy πθ on
each randomly sampled instance
3:
Perform one step of optimization with PI2 independently on each instance:
minp Ep [l(τ )] s.t. DKL (p(ut |xt )||πθ(ut |xt ) ) ≤ 
4:
Train global policy with optimized controls using
supervised learning:
P
πθ ← argminθ i,t DKL (πθ (ut |xi,t )||p(ut |xi,t ))
5: end for

The linear Gaussian controllers are given by p(ut |xt ) =
N (Kt xt + kt , Ct ) and are parameterized by Kt , kt , and a
covariance matrix Ct . In this implementation, we instantiate
Kt with the simple linear feedback control law calculated
by LQR, and in subsequent iterations, we hold it constant.
The feedforward term kt and the covariance term Ct are
randomly sampled from a Gaussian distribution. Each iteration, we generate N training samples in simulation, and then
calculate the cost-to-go Si,t and softmax probabilities Pi,t
with temperature n1 for each sample i ∈ 1...N :

Si,t = S(τi,t ) =

T
X

1

e− n Si,t
(3)
l(xi,j , ui,j ), Pi,t = PN
1
−n
Si,t
i=1 e
j=t

In the next iteration, we update kt and the covariance matrix
Ct :

ktnew =

N
X

Pi,t ki,t

i=1

Ctnew =

N
X

Pi,t (ki,t − ktnew )(ki,t − ktnew )>

i=1

Preliminary results on rough terrain demonstrate that this
method outperforms MDGPS as shown in Figure 9.

this end by demonstrating preliminary success of PIGPS in
unpredictable locomotion environments.
The new generation of tensegrity robot TT-5 is now under
development at the BEST Lab. This new prototype will allow
us to reliably conduct hardware tests. We hope to deploy
these learned policies with limited sensory inputs into TT-5
in the near future, thus further validating our results.
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